Detecting Intra-Room Mobility with Signal Strength Descriptors

Konstantinos Kleisouris
CS Dept., Rutgers University
110 Frelinghuysen Rd.
Piscataway, NJ 08854
kKonst@cs.rutgers.edu

Bernhard Firner
WINLAB, Rutgers University
671 Route 1 South
North Brunswick, NJ 08902
Bfirner@winlab.rutgers.edu

Richard Howard
WINLAB, Rutgers University
671 Route 1 South
North Brunswick, NJ 08902
Reh@winlab.rutgers.edu

Yanyong Zhang
WINLAB, Rutgers University
671 Route 1 South
North Brunswick, NJ 08902
Yyzzhang@winlab.rutgers.edu

Richard P. Martin
CS Dept., Rutgers University
110 Frelinghuysen Rd.
Piscataway, NJ 08854
Rmartin@cs.rutgers.edu

ABSTRACT
We explore the problem of detecting whether a device has moved within a room. Our approach relies on comparing summaries of received signal strength measurements over time, which we call descriptors. We consider descriptors based on the differences in the mean, standard deviation, and histogram comparison. In close to 1000 mobility events we conducted, our approach delivers perfect recall and near perfect precision for detecting mobility at a granularity of a few seconds. It is robust to the movement of dummy objects near the transmitter as well as people moving within the room. The detection is successful because true mobility causes fast fading, while environmental mobility causes shadow fading, which exhibit considerable difference in signal distributions. The ability to produce good detection accuracy throughout the experiments also demonstrates that our approach can be applied to varying room environments and radio technologies, thus enabling novel security, health care, and inventory control applications.

Categories and Subject Descriptors
C.3 [Special-Purpose and Application-Based Systems]: Miscellaneous

General Terms
Experimentation

1. INTRODUCTION
Technology trends have made it possible to add wireless networking into every computing device. Such ubiquity motivates expanding the network for uses beyond communication. For example, a wealth of work over the last ten years has advanced the art of using the network for positioning and localization to the point where such features have been incorporated into commercial products. Other recent investigations have used wireless networks for human presence detection [28], secure key generation [26], and attack detection [4].

In this work, we explore using the wireless network for mobility detection. We define mobility as any movement of the transmit antenna. Our definition thus includes changes in transmitter orientation in addition to changes in the spatial position of the device. This paper focuses on intra-room mobility. We define this class of events as those of short duration taking place within a room. Such a class of mobility events has a wide range of uses assuming wireless devices are attached to people and objects. A straightforward application is physically securing items. Other uses include health care applications that monitor equipment usage on patients, and retail applications describing items shoppers handle.

Although it is theoretically possible to compute motion by differentiating measured location over time, most current wireless positioning systems are too limited in accuracy to make this approach viable. Indeed, positioning using traditional communication components in realistic scenarios is limited to room scales (10 ft), because of interference and multipath propagation. Hence, it is hard to infer through them whether a device has performed an intra-room movement. Although it is also possible to use a specialized motion sensor, such as an accelerometer, adding sensors increases the device cost, size, and power-consumption, often by the same order of magnitude as the wireless radio. Those reasons preclude the use of accelerometers in tracking applications where sensors must be small or have a very low cost requirements. Also, there are security applications where an accelerometer on a device cannot be trusted since it could be tampered with by an attacker. The wireless radio could be tampered with in the same way, but if the radio is disabled the attack would be detected, and there is no way for an attacker to modify a radio signal so that there is no change in signal strength while a transmitter is actually moving.

In this work, we show we can achieve accurate intra-room mobility detection for different radio technologies under a wide variety of environmental mobility effects. Our ap-

Permission to make digital or hard copies of all or part of this work for personal or classroom use is granted without fee provided that copies are not made or distributed for profit or commercial advantage and that copies bear this notice and the full citation on the first page. To copy otherwise, to republish, to post on servers or to redistribute to lists, requires prior specific permission and/or a fee.

Copyright 2010 ACM 978-1-4503-0183-1/10/09 ...$10.00.
proach relies on the sensitivity of radio channel characteristics to a given spatial antenna position and orientation. We show that our techniques can achieve detection rates of 100% with false positive rates under 2% with little training and in different settings. We show that this accuracy is stable over a wide variety of scenarios, including mobility events performed by different people, at different times of the day, with people walking around the room, and with people moving objects right next to the transmitter. Our experiments are extensive, with close to 1000 mobility events spread out over several months.

Another key result we found is that the parameters needed for our algorithms are very stable. We found a single set of algorithmic parameter constants that can be applied for all scenarios. This is important, because a variety of machine learning approaches require extensive training and may not apply under all scenarios. We found however, that channel stability is easy to discriminate and a single set of thresholds is sufficient. We also show our results apply across different channels and technologies, by using both a Wi-Fi and an active RFID system running in the 900 MHz band [7].

Our technique relies on computing different summaries of Received Signal Strength (RSS) over fixed-time windows, which we call descriptors, a term borrowed from the computer vision community. Our technique averages descriptor values collected from a number of receivers or access points (APs) deployed in a room. We explored the performance of three descriptors: standard deviation (σ), absolute difference in the mean (Δ RSS), and histogram distance. We experimented with different histogram distances and concluded that the Earth Mover’s Distance (EMD) [21] is the most effective in discriminating changed RSS.

These descriptors have relatively stable values when the environment is static, slightly greater variance when there is movement in the environment, and they exhibit large peaks when the transmitter is actually moving. These observations led us to propose a threshold-based mobility detector. The descriptor threshold value distinguishes between RSS changes when the transmitter is not moving (a stable environment around the transmitter or RSS instability due to perturbations in the radio environment), and changes in RSS due to actual transmitter movement. We also did experiments to test the effects of orientation changes on descriptor values and found them to be similar to the ones during a mobility event, which led us to the conclusion that an orientation change is similar to a transmitter movement. However, in this paper we will focus on mobility detection results for transmitter movement rather than orientation.

The rest of the paper is organized as follows. Section 2 discusses related work. We present our testbed infrastructure, methodology for a series of investigations, as well as our mobility detection algorithm in Section 3. In Section 4, we present our experimental results. Specifically, we show how the different descriptors capture the RSS instability under various conditions, and we give the recall and precision results of the proposed algorithm. Finally, we conclude our work in Section 5.

2. RELATED WORK

There is much work focusing on using specialized sensors and beacons, such as accelerometers, pedometers or motion sensors, to measure different types of human motion [12, 20, 3, 13, 19] and location [12]. Moreover, there has been widespread work [10, 17, 14] on detection and classification of large-scale human mobility patterns based on time-stamped location inferences and a numerical derivative to estimate velocity. [15] proposed a mobility-aware mechanism that adapts the location sampling rate to the target mobility in order to detect when the target crossed a critical region. However, they used an accelerometer to deal with the case in which the target is not moving at constant speeds.

Since specialized hardware is obtrusive and expensive for wide deployments, there is a growing interest in using the existing networking infrastructure to infer mobility patterns. Along this line, [11] classified a user as either moving or stationary based on the variance of a temporally short history of signal strengths from currently the strongest access point. This classification had many transitions between the two states, hence it was smoothed over time with a two-state hidden Markov model (HMM) resulting in an overall accuracy of 87%. [2] monitored GSM signal strength levels and neighboring cell information to distinguish between various states of movement such as walking, travelling in a motor car, and remaining still. The classification of the signal patterns was performed using a neural network and resulted in an average classification accuracy of 80% (driving), 91% (walking), and 96% (stationary). [22] published a similar technique for detecting a user’s mobility using signal traces from GSM networks. Their mobility detection system yielded an overall average accuracy of 85% by applying statistical classification and boosting techniques. They extracted a set of seven features to classify the user state as either stationary, walking, or driving. [6] demonstrated the ability to use standard Bluetooth-enabled mobile telephones to recognize social patterns in daily user activity, infer relationships and model organizational rhythms. The information collected included call logs, Bluetooth devices in proximity, and cell tower IDs.

Works closer to ours look at smaller-scale events using wireless LAN or sensor networks and are described in the rest of the section. Our work differs from those below in that we propose a solely RSS-based method, unlike [18] that requires observations at the waveform level, or works that require additional sensors, such as [27].

[18] proposed a location distinction mechanism that used a physical layer characteristic of the radio channel, called temporal link signature, between a transmitter and a receiver to detect when the transmitter or receiver changed position. [27] explored the use of mobile sensors to address the limitation of wireless sensors networks for target detection. [24] proposed a simple motion detection scheme based on RSS readings from a Wireless LAN. They used a variance threshold to declare that a device is moving or stationary. With three access points (APs) and a sliding window of size five samples per AP, they got five percent false positives and about ten percent false negatives. Finally, [16] also presented a motion detection algorithm that was based on the spectral analysis of WLAN radio signal strengths by employing Fast Fourier Transform. A two-state classification scheme was used to deduce if a user is moving or still with an average classification accuracy of 94%.

3. METHODOLOGY

In this section we describe our experimental methodology. We first discuss the infrastructure, and then present a series of experiments we conducted to investigate: 1) the impact
of transmitter orientation on RSS, 2) the impact of local and global environmental instability as well as transmitter movement on RSS, 3) mobility detection of 3 different scenarios. Finally, we present our threshold-based algorithm to detect mobility, and the metrics we used to measure its effectiveness.

3.1 Testbed Infrastructure

We set up two wireless testbeds at our facility and used two types of devices. The first was a Dell laptop equipped with an external NETGEAR MA401 Wi-Fi (IEEE 802.11b/g) card transmitting at a rate of 10 packets/sec. The second was a 900 MHz proprietary active RFID tag (pipsqueak), based on the TI CC1100 digital radio chip [7] with transmission rate of 1 packet/sec. The tag had a simple wire antenna 9.1 cm long, which was set vertical to the floor.

Our experiments were conducted in two rooms that represent two different multipath environments: a conference room (Figure 1(a)), and a storage room (Figure 1(b)). The former was relative empty with a few chairs and a table, while the latter was cluttered with various equipment which thus created numerous multi-path effects. In both rooms we deployed receivers that formed a rectangle measuring 20ft × 16ft in the conference room, and 18.5ft × 12.5ft in the storage room, whose locations are depicted by yellow stars in Figures 2(a) and 2(b). Single Wi-Fi and pipsqueak receivers were placed at each location. The black dots in Figures 2(a) and 2(b), i.e. A through F, denote the transmitter locations. Both the receivers and transmitters were placed 3 ft above the floor in the conference room, and 4 ft above the floor in the storage room.

3.2 Experiments

In this section we describe three types of trace-driven [1] experiments we conducted.

**Orientation Experiments.** The first set of experiments examined the impact of the transmitter orientation on RSS. Specifically, we placed the Wi-Fi transmitter in four different directions in location A of the conference room (Figure 2(a)), and collected signal traces for 3 minutes for each orientation. We then performed the same measurements for the pipsqueak transmitter at the same location but for eight different orientations; four rotations that changed board orientation but not antenna orientation, and four rotations that changed both. The Wi-Fi and RFID transmitters were both rotated by 90° each time.

**Stability Experiments.** This set of experiments demonstrates how RSS is affected when people move near to and far from the transmitters. This set has two phases, each one consisting of different stages.

In the first phase, the transmitters were placed in location A, and left there for 3 minutes with no one in the room. This stage shows how stable the RSS values are when there is no environmental instability in the room, and we call it the stability stage. Then two people walked around the room in a circular fashion near the receivers for 3 minutes. At each moment of the walk, the two people were on opposite sides of the room, and they had normal human walking speed (4-5 ft/sec). This stage captures how RSS is affected by global environmental instability created by people moving within the environment. We call it the global environmental instability stage.

Then a person moved a dummy object in close proximity to the transmitters from location A to B. The dummy was 2 feet away from the Wi-Fi and 5 inches away from the pipsqueak in A, and all three formed a line. In this stage only one person was in the room. This stage captures the RSS changes due to local environmental instability, and we call it the local environmental instability stage.

Finally, a person moved the two transmitters from loca-
tion A to B, and placed them next to the dummy object. The transmitters and the dummy had similar distances from each other in B as in A, and they also formed a line. In this stage only one person was in the room. This stage is the mobility stage.

Phase 1 continues by repeating the same four stages for locations B, C, D, E. During the third and fourth stages, the dummy and real transmitters were moved from B to C, from C to D, from D to E, from E to A. The duration of phase 1 was approximately 16 minutes. Phase 2 consists of the third and fourth stages of phase 1, for locations A, B, C, D, E, and there was constantly only one person in the room. We collected data by executing phases 1 and 2 in both the conference and the storage room.

In the conference room we collected data in two trials, the first for the RFID tag and the second for both the tag and laptop. On the first trial, the two phases were executed in the order phase 1, phase 2 (4 times in a row), phase 1, whereas on the second trial, they were executed in the order phase 1, phase 2 (3 times in a row), phase 1. The total number of events across both trials included 25 mobility and local instability events, and 10 global instability events for the Wi-Fi transmitter. They also included 55 mobility and local instability events, and 20 global instability events for the RFID tag. In the storage room we collected data for both transmitters in one trial. The two phases were executed in the order phase1, phase 2 (18 times in a row), phase 1. The traces we collected in the storage room included 100 mobility and local instability events, and 10 global instability events for the Wi-Fi transmitter and the RFID tag.

**Mobility Experiments.** This set of experiments provides a large training set to investigate how well different descriptors detect mobility. All the data for these experiments were collected in the conference room only. We considered the following three mobility scenarios:

1. Scenario 1: The two transmitters start on an edge of the room (B), then move to the center (A), and finally back to the same spot on the edge (B).
2. Scenario 2: The two transmitters start on an edge of the room (E), then move to the center (A), then to a new edge (D), and finally to the previous edge of the room (E).
3. Scenario 3: The two transmitters start on an edge of the room (C), then move out of the room (F), then move into the center of the room (A), and finally back to the same spot on the edge inside the room (C).

We also considered four time periods of stability between movements: 15 secs, 1 min, 3 mins, and 10 mins. Thus, the scenarios include locations in different parts of the room (A-E), as well as outside the room (F), and represent different periods - very short, short, medium and long - of stability at each location. We created data for 100 mobility events that occurred with 15-second and 1-minute intervals, 60 events that occurred with 3-minute intervals, and 50 mobility events that occurred with 10-minute intervals for a total of 310 events per scenario or 930 in total. During the collection of these traces there were no people moving dummy objects, and very little movement in the room except for a single person who was stationary except to move both transmitters from one location to another at the end of each interval. The duration of the movement was 4 to 6 seconds long.

### 3.3 Mobility Detection Algorithm

In this section we propose a threshold-based algorithm for mobility detection. The algorithm divides the RSS traces that belong to a given receiver-transmitter pair into windows of fixed-time intervals (e.g. 3, 4, 5 seconds). This is done by using the transmitter’s MAC address to extract the RSS values belonging to the transmitter from the traces collected by the receivers. Then it estimates a descriptor using the RSS values of two consecutive time windows. Since the descriptor is estimated based on RSS values that correspond to only one transmitter, our algorithm can be applied for mobility detection of transmitters that move simultaneously, independently from each other.

The algorithm will use the descriptor value and a threshold to decide if a mobility event occurred within the two consecutive windows. Since we are using multiple receivers, there are multiple readings for the descriptor value for each pair of consecutive windows that belong to a given transmitter. There are several ways these readings can be compared to the threshold, which leads to several possible voting schemes. In this study, we compare the average of the descriptor values across all receivers to the threshold. Specifically, if the average exceeds the threshold, the algorithm declares there was a mobility event that occurred in the midpoint between the two consecutive windows. This voting scheme allows us to apply the same threshold value when using a different number of receivers. All the results in this paper will use the averaging voting method.

To ensure that the detection results are not dependent on the starting time of the first window, the algorithm considers all shifted windows for a shift value \( s \). So, for a window size \( w \) and shift size \( s = 1 \) second, the algorithm considers all windows with starting time 0, 1, 2, ..., \( w - 1 \) seconds.

The descriptors we used in this study are: (a) the absolute difference between the RSS mean of the two windows (\( \Delta \) RSS), (b) the standard deviation of the RSS values across both windows (\( \sigma \)), and (c) the histogram distance between the RSS histograms corresponding to the two windows. We experimented with different histogram distances, bin-to-bin and cross-bin, and eventually concluded that the Earth Mover’s Distance (EMD) [21] (which is cross-bin) is the most effective for the type of analysis we wanted to do (environmental effects on RSS, mobility detection). The EMD is a

\[ \text{Figure 3: An example of event coalescing with theoretical descriptor values. Identified event start and stop times occur as the descriptor value crosses the threshold.} \]
metric to measure the similarity between two distributions or histograms. Intuitively, given two piles of earth, it gives us how much effort we need to transform one pile into another.

To illustrate the algorithm, we show an example with a window size of 4 seconds and a shift time of 1 second. After 4 seconds, the first time window can be formed but no descriptor values can be estimated. After 8 seconds, two windows can be formed from the intervals (0, 4) and (4, 8), and the first descriptor values can be determined. If the descriptor value exceeds a predetermined threshold, then the corresponding event is marked as starting at \( time = 4 \) seconds. This means that when using a window of size \( w \), there will always be a latency of \( 0 \ldots w \) seconds in detecting events. If the descriptor value stays above the threshold for several intervals, e.g. \( (0, 4) \ (4, 8), (1, 5) \ (5, 9), \) and \( (2, 6) \ (6, 10) \), then the interval \((4, 6)\) is a coalesced interval and the mobility event is considered to last for three seconds. In this study, we consider shifts of only size \( s = 1 \) second and, hence, the duration of coalesced events will always be a multiple of seconds. Figure 3 shows a theoretical example of how coalesced intervals are formed.

The metrics we use to evaluate the effectiveness of our algorithm are mobility \textit{recall} and \textit{precision}. Recall gives the percentage of true mobility events that are correctly identified, whereas precision the percentage of predicted events that are correct, and are computed as:

\[
\text{Recall} = \frac{\text{true positive}}{\text{true positive} + \text{false negative}},
\]

\[
\text{Precision} = \frac{\text{true positive}}{\text{true positive} + \text{false positive}}.
\]

These measures are evaluated on a per event basis and not a per second basis, e.g. a single actual movement event may last for 10 seconds, but our algorithm might only classify it as a movement event after three seconds have already passed - this counts as one true positive, not seven true positives and three false negatives. If a coalesced interval has some overlap with the duration of a true mobility event, then the coalesced interval is considered to be a true positive, otherwise a false positive. In the case of a true positive, we say that the true mobility event was detected by the coalesced interval. If there is no overlap between the duration of a true mobility event with a coalesced interval, then the true mobility event is considered to be a false negative.

There are two different ways to count the number of true positives when calculating recall and precision. The first requires that each mobility event has to be detected separately - two actual mobility events cannot be detected by the same coalesced interval of the algorithm as with \textit{event}1 and \textit{event}2 in Figure 3. This we call \textit{fine-grained} mobility detection. The other viewpoint is that we care whether there is an instrument was used, but do not care how many times exactly it was used over a half-hour period. We will see in Section 4 that there is normally little or no difference between the two except in the case where we wish to maximize recall.

In order to evaluate the comparative success of different descriptors, we need to compare one pair of recall and precision values to another. We used the \textit{F-measure} [23] for this purpose, which is defined as:

\[ F\text{-measure} = \frac{2 \times \text{precision} \times \text{recall}}{\text{precision} + \text{recall}}. \]

The \textit{F-measure} represents the harmonic mean between precision and recall and is unbiased towards either, thus favoring balanced results (equation 3 does not have any weight to favor precision or recall, and hence precision and recall are treated as equally important). If we were more concerned about either recall or precision, a different measure of comparison would be appropriate.

The thresholds used in our algorithm were determined by a classification algorithm called JRip, a variant of the RIPPER algorithm [5], from the Weka data mining tool [25]. We ran JRip on the local maximums (the peaks) of the data for our three descriptors: standard deviation (\( \sigma \)), absolute difference in the mean (\( \Delta \) RSS), and Earth Mover’s Distance (EMD). The local maximums were used for two reasons. First, the descriptor values during a mobility event will transition from the values seen before the event to the values caused by the event. After the event is over the transition will occur again, but in reverse. The high values observed during the mobility event are really the values of interest to us, and will be captured in the local maximums. The second reason to use the local maximums of the data during training is because it reduces processing time. A period of stability might last for minutes and thus have hundreds of samples, but the threshold just needs to be above the highest points during stability and below the high points during mobility. Training on just the local maximums speeds processing up greatly and does not reduce the quality of the results.

The most successful descriptor was standard deviation. The classification rules of JRip were created using ten-fold cross validation to ensure that they were not over fitted to any particular piece of the data. A ten-fold cross validation splits the input data in a ratio of 9-to-1, where 9 is for training and 1 for validation (we believe that this ratio is typical when validating data sets like ours). No cases of the training were included in the testing. JRip executed 10 runs of cross validations for different 9-to-1 splits, and chose the rules of the run that had the best classification performance.

## 4. DETECTION RESULTS

In this section we present our results. We first show that our algorithm can cover both Wi-Fi and RFID technologies. We next discuss how the values of descriptors respond to changes in orientation, stability and mobility. Finally, we present recall and precision results for three different types of descriptors.

### 4.1 The Effects of Window Size and Packet Rate

Figure 4(a) shows the effect of changing the window size for the standard deviation descriptor in the conference room. The window sizes do not alter the shape of the response.
to mobility, but do alter the width of the curve. Because the rising edge of the curve is the important characteristic, increasing the window size does not improve the detection rates, but rather adds latency and makes it more difficult to distinguish between consecutive short-term events. Results are similar with the other two descriptors. However, longer window sizes smooth noise in the data, and thus do provide some benefit when the number of data samples in a window become small. This suggests that smaller window sizes will give better results for mobility detection, and that the lower bound on the window size will be influenced by the packet rate. We will explore the relationship between window size and event duration more in Section 4.3.

We were also concerned that since the packet rates of the Wi-Fi transmitter (10 packets/sec) and active RFID tag (1 packet/sec) differ, the data might be fundamentally different and the same detection techniques might not be applicable from one dataset to the other. Figure 4(b) shows that this is not the case - the curves are similar under high and low packet rates for the Wi-Fi transmitter. Low packet rates do cause more noise, but this merely suggests that the window size must be large enough to even out the effects of a random process. More generally, the descriptor response being seen is measuring a physical effect, and the packet rate influences how often that response is sampled, but does not change the characteristics of the response. Thus, the packet rate only needs to be high enough so that we observe the width of the physical change.

4.2 Impact of Environmental Changes

Figure 5 depicts the descriptor values over time from phase 1 of the stability experiments in the conference room (see Section 3.2) for both transmitter types. The descriptor values in the figure were determined using 3-second windows, because this single parameter gives good recall and precision for both transmitters. The graphs make it clear why a threshold-based algorithm will be effective for mobility detection. In fact, the curves suggest that three different states are distinguishable using simple thresholds: environmental stability ($S$), environmental instability caused by motion in a transmitter’s global or local environment ($GI$, $LI$), and mobility of the transmitter ($M$).

During the global and local instability states ($GI$ and $LI$ respectively) the descriptor values show greater magnitude and variability when compared to the $S$ state, whereas during the $M$ state they exhibit a peak. Our results also show that local and global instability have similar effects upon signal strength - hence it is hard to distinguish between the two. Moreover, Figure 5(a) shows that, for the Wi-Fi transmitter, standard deviation makes a clearer distinction between states $S$ and $LI$, $GI$; the other descriptors show a similar although less pronounced distinction between the states. Although the experiments done for this paper are not an extensive model of environmental instability, our preliminary results suggest it is possible to build a three-state detector.

To show that human motion around a transmitter will not result in a false positive, we refer to Figure 6. It shows that true mobility causes distinct large peaks compared to the peaks caused by the movement of nearby objects. Recall that in the $LI$ stage, a person moves a dummy in close proximity to the real transmitter to another place.

Changes in transmitter orientation were also of interest to us, as we wanted to see their impact on RSS and determine if they could be detected as mobility events. Space prevents us from showing the RSS traces; however, orientation changes are nearly identical to $M$ events. The peaks allow us to conclude that orientation changes are similar to movements of the transmitter. However, in this study, we will apply the mobility detection algorithm we proposed in Section 3.3 for detecting actual $M$ events only.

4.3 Mobility Detection

In this section we evaluate our mobility detection approach. We evaluate the different descriptors on two sets of traces, one for the conference room and one for the storage room. We used the conference room to set the parameters for each descriptor, and then applied those parameters to the storage room traces. Specifically, we created two sets of combined traces: (a) we combined the traces of the signal strength stability experiments and the mobility detection experiments conducted in the conference room; (b) we combined the traces of the signal strength stability experiments conducted in the storage room. We used the data set in (a) above to estimate the precision and recall of our algorithm, and then we applied the same thresholds to estimate the precision and recall of data set (b). Thus, our evaluation allows us to see whether the thresholds estimated in one room can be applied to detect mobility in another.

In the conference room, the stability experiments included 25 actual moves of the Wi-Fi transmitter, and 55 moves of the RFID tag. The mobility experiments, in the same room, included 930 actual moves for both transmitter types. Thus, this data set included over 950 mobility events for testing or training for both the RFID and Wi-Fi transmitters. In the
storage room, the stability experiments included 100 actual moves for both transmitters. The extensive amount of actual events (close to 1000) and radically different room environments provides confidence that our results are applicable across a wide range of indoor environments.

The optimal $F$-measure values for mobility detection and corresponding window sizes for the conference and storage room appear in Table 1. These values were estimated for the approximately 1000 actual mobility events, by comparing the $F$-measures of each descriptor for window sizes from two to ten seconds. The ensemble in this table refers to using all three descriptors at the same time to estimate a threshold. The second entry for the standard deviation descriptor for each transmitter in the conference room shows the results when we maximize recall. Results are for fine-grained precision, which requires that each individual mobility event is detected separately, except for the maximized recall entry for the RFID transmitter in the conference room.

Perfect recall requires that our descriptor threshold is set lower than we used for the optimal $F$-measures, and thus two temporally close mobility events with local instability event in between might cause the descriptor value to stay above the lower threshold through their entire duration and treat $M LI M$ as a single $M$ event. From a fine-grained viewpoint one of the events would be considered missed, so a coarse-grained evaluation is necessary for perfect recall.

The $F$-measure of the most successful descriptor, standard deviation, with different window sizes is shown in Figure 7 for the conference room. It is clear from the figure that the predictions based upon the descriptor follow the same behavior for both transmitters, although the Wi-Fi and RFID transmitters have different packet rates and operate on different frequencies. This prompts us to suggest that the standard deviation descriptor is applicable across a range of hardware and packet rates. The lower limit on the window size is influenced by the packet rate. The standard

Figure 5: Conference room: Curves for standard deviation (a, d), absolute difference in the mean (b, e), and Earth Mover’s Distance (c, f) from phase 1 of the stability experiments with a 3-second window for the (a, b, c) Wi-Fi, and (d, e, f) RFID transmitters. Environmental stability ($S$), global instability ($GI$), local instability ($LI$), and mobility ($M$) are marked for location $A$ of Figure 2(a).

Figure 6: Conference room: Curves for standard deviation, absolute difference in the mean, and Earth Mover’s Distance from phase 2 of the stability experiments with a 3-second window for the (a) Wi-Fi, and (b) RFID transmitters. The beginning of local instability and mobility events are marked with $LI$ and $M$ respectively.

storage room, the stability experiments included 100 actual moves for both transmitters. The extensive amount of actual events (close to 1000) and radically different room environments provides confidence that our results are applicable across a wide range of indoor environments.

The optimal $F$-measure values for mobility detection and corresponding window sizes for the conference and storage room appear in Table 1. These values were estimated for the approximately 1000 actual mobility events, by comparing the $F$-measures of each descriptor for window sizes from two to ten seconds. The ensemble in this table refers to using all three descriptors at the same time to estimate a threshold. The second entry for the standard deviation descriptor for each transmitter in the conference room shows the results when we maximize recall. Results are for fine-grained precision, which requires that each individual mobility event is detected separately, except for the maximized recall entry for the RFID transmitter in the conference room.

Perfect recall requires that our descriptor threshold is set lower than we used for the optimal $F$-measures, and thus two temporally close mobility events with local instability event in between might cause the descriptor value to stay above the lower threshold through their entire duration and treat $M LI M$ as a single $M$ event. From a fine-grained viewpoint one of the events would be considered missed, so a coarse-grained evaluation is necessary for perfect recall.

The $F$-measure of the most successful descriptor, standard deviation, with different window sizes is shown in Figure 7 for the conference room. It is clear from the figure that the predictions based upon the descriptor follow the same behavior for both transmitters, although the Wi-Fi and RFID transmitters have different packet rates and operate on different frequencies. This prompts us to suggest that the standard deviation descriptor is applicable across a range of hardware and packet rates. The lower limit on the window size is influenced by the packet rate. The standard
Table 1: The best obtained results for mobility detection as determined by F-measure. An empirically generated result with maximized recall for the standard deviation (second entry) is shown for both RFID and Wi-Fi in the conference room. The results from the storage room serve as a validation set and use the best descriptor (standard deviation) with thresholds determined in the conference room.

<table>
<thead>
<tr>
<th>Location</th>
<th>Type</th>
<th>Precision</th>
<th>Recall</th>
<th>F-measure</th>
<th>Window Size (seconds)</th>
</tr>
</thead>
<tbody>
<tr>
<td>Conference Room</td>
<td>RFID</td>
<td>0.962</td>
<td>0.989</td>
<td>0.979</td>
<td>3</td>
</tr>
<tr>
<td></td>
<td>EMD</td>
<td>0.930</td>
<td>0.905</td>
<td>0.947</td>
<td>10</td>
</tr>
<tr>
<td></td>
<td>ensemble</td>
<td>0.933</td>
<td>0.981</td>
<td>0.956</td>
<td>5</td>
</tr>
<tr>
<td></td>
<td>Wi-Fi</td>
<td>0.984</td>
<td>0.999</td>
<td>0.991</td>
<td>2</td>
</tr>
<tr>
<td></td>
<td>∆ RSS</td>
<td>0.980</td>
<td>0.990</td>
<td>0.992</td>
<td>2</td>
</tr>
<tr>
<td></td>
<td>EMD</td>
<td>0.915</td>
<td>0.970</td>
<td>0.928</td>
<td>7</td>
</tr>
<tr>
<td></td>
<td>ensemble</td>
<td>0.974</td>
<td>0.987</td>
<td>0.980</td>
<td>2.3</td>
</tr>
<tr>
<td>Storage Room</td>
<td>RFID</td>
<td>0.862</td>
<td>0.890</td>
<td>0.851</td>
<td>3</td>
</tr>
<tr>
<td></td>
<td>Wi-Fi</td>
<td>0.789</td>
<td>0.882</td>
<td>0.840</td>
<td>4</td>
</tr>
<tr>
<td></td>
<td>∆ RSS</td>
<td>0.874</td>
<td>0.932</td>
<td>0.913</td>
<td>5</td>
</tr>
<tr>
<td></td>
<td>EMD</td>
<td>0.846</td>
<td>0.991</td>
<td>0.912</td>
<td>6</td>
</tr>
<tr>
<td></td>
<td>ensemble</td>
<td>0.981</td>
<td>0.990</td>
<td>0.952</td>
<td>7</td>
</tr>
</tbody>
</table>

Figure 7: Conference room: F-measure values for the Wi-Fi and RFID transmitters using different window sizes and fine-grained detection. The standard deviation descriptor is measuring a physical event, so lower data rates will introduce more noise into the result. The Wi-Fi results are better with a smaller window size than the RFID results, because the packet rate is much higher (10 packets/sec vs. 1 packet/sec), and, thus, descriptor values for the Wi-Fi data exhibit less noise.

The F-measure for the Wi-Fi and RFID data begins to fall at six-second windows (Figure 7), because the duration of most of our movement events was between 4 and 6 seconds long. When the window size is larger than the movement event, the window must always contain some stationary RSS values, which gives a smaller separation between mobility and stability events than when the window sizes are small enough to contain only mobility or stability samples.

Our results suggest that a small window size works well when using standard deviation as a descriptor for mobility events for both types of transmitter, which makes sense intuitively - motion will cause variability in the RSS which in turn causes an increase in variance. Not surprisingly, EMD and ∆ RSS work better with larger window sizes. This is because these two descriptors compare the signal values and detect mobility by observing the differences in signal strength at different locations; standard deviation uses all the RSS values of two consecutive windows, whereas EMD and ∆ RSS build a histogram and estimate a mean for each window separately. There is little to no gain in information in an ensemble for detecting mobility which suggests that, for the same window size, these descriptors carry almost the same information.

Finally, we wished to see how many receivers are necessary to obtain good mobility results. Thus, we computed the F-measure values for every possible combination of receivers using the same descriptor threshold for standard deviation that we determined using seven receivers. The results are plotted in Figure 8(a) for the conference room; each point is a unique combination of receivers. It is clear that more receivers generally lead to better results, but even the worst combination of five receivers for the Wi-Fi data (98.0% F-measure) is within a percent of the performance with all seven (98.9% F-measure). However, the results from the storage room in Figure 8(b) do not show a steady decline in errors. This means that a different factor is at work causing errors in those predictions. Future work needs to be done to determine metrics for the number and placement of receivers in a room. However, with this data, we can see that the probability of error decreases progressively with additional receivers in some environments, and with a reasonable number of receivers, error can be reduced to an acceptable level.

4.4 Location Discrimination

A different goal from mobility detection is location discrimination. The idea here is not to detect movement, but rather changes in position. The two goals may or may not be equivalent depending on the latency involved in defining the events. For example, ambiguity can arise when a transmitter is moved and placed back in the same location. In such cases a mobility event has occurred, but a change in location may or may not have occurred depending on the time-granularity used in location discrimination; mobility detection and location discrimination become equivalent as the time-granularity of the two techniques decreases to 0 (real-time).

To better understand the ability of our algorithm to perform location discrimination, we used conference room traces from the mobility experiments with movement intervals of 1, 3, and 10 minutes, along with the phase 1 stability trials in the same room. We ignored the RSS readings during the mobility event, and used two data windows from either side of it in an attempt to compare the stable RSS values of either location. The rest of our data in the conference room was not included, because location discrimination requires
that the transmitter remains still at the two locations being discriminated.

The results for location discrimination appear in Table 2. The best F-measure for the RFID tag compared to the best from mobility detection (0.974 vs. 0.979) is nearly the same, but now the best result is obtained with EMD. For Wi-Fi the difference between the two results is larger (0.952 vs. 0.991), although EMD again gives the best location discrimination performance. Not surprisingly, standard deviation performs next, but the variance of the windows is not large since the transmitters were not moving. Overall, these results suggest that different information is being used in mobility detection and location discrimination.

4.5 Theoretical Foundations

In this section we explore some intuition why we could expect mobility to work drawing on signal propagation theory. Recall that signal propagation can follow two types of distributions: Rayleigh, where the multipath is modeled as the sum of many small small components [9], or Rician, where the signal is dominated by a few large components, e.g. when there is a line of sight and a reflection.

We would expect that variance would give good results the more Rician the signal is. Recall that for samples to be uncorrelated they should be more than half a wavelength apart [8], which corresponds to about 16 cm at 902 MHz and 6 cm at 2.4 GHz. Given our M events are larger than these values, we should expect little correlation. In a Rician environment one or more components could change. Because these components are large fraction of the signal, we should see a sharp discontinuity in the response if these are uncorrelated, and hence a large variance. On the other hand, if there are many small components, we would expect them to “average out”, and the variance should be less.

However, Rician distributions could increase the false positive rate. For example, if the signal must cross a narrow metal shelf, a person could have a large impact upon the dominant signal when walking through this critical path. Since this sudden fade is similar to a transmitter being moved, such effects are indistinguishable from actual motion. This explains why results are worse in the storage room than in the conference room, as shown in Table 1 and Figure 8.

Future work would measure the actual propagation components to determine their kind and number, and then build signal propagation models appropriate to our environment. Those models could in turn give a stronger theoretic foundation to our results, although such models are beyond the scope of this work.

5. CONCLUSION

Simultaneously tracking indoor objects on a real-time basis is critical for many applications, including security, health care and inventory control. Current approaches that deliver good performance require special hardware, such as motion sensors or cameras, thus making them expensive and intrusive. Low-cost solutions, on the other hand, are very coarse-grained and can only estimate positions spanning large areas and long time periods. In this work, we show how to obtain near perfect seconds-level mobility detection using radios costing a few dollars, which will thus enable new possibilities for these real-time applications.

Our approach is founded on the idea of detecting changes to descriptors, which are summaries of received signal strength measurements over fixed-time windows. We characterized the changes in descriptor values and observed that the changes from transmitter motion differ significantly from the changes from radio and room environmental changes. Our detector is thus based on simple thresholding of the descriptor values. We performed extensive experiments, with close to 1000 mobility events and hours worth of environmental instability, such as people walking in the room and moving dummy objects near the actual transmitter. We found that the standard deviation descriptor with a window size of 2 seconds yielded precision of 98.0% with perfect recall for the Wi-Fi, and the same descriptor with a window size of 3 seconds yielded a precision of 97.2% with a recall of 98.6% for the 900 MHz RFID system. Also, we only needed a modest number of receivers, between 5 and 7, to obtain these results. Finally, we note that we applied this technique in both a cluttered storage room and open conference room, and found very similar results using identical threshold parameters.

Table 2: Conference room: The best obtained results for location discrimination using fine-grained detection, as determined by F-measure.

<table>
<thead>
<tr>
<th>Type</th>
<th>Precision</th>
<th>Recall</th>
<th>F-Measure</th>
<th>Window Size (seconds)</th>
</tr>
</thead>
<tbody>
<tr>
<td>RFID</td>
<td>EMD</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>σ</td>
<td>0.918</td>
<td>0.982</td>
<td>0.972</td>
<td>8</td>
</tr>
<tr>
<td>Δ RSS</td>
<td>0.949</td>
<td>0.997</td>
<td>0.972</td>
<td>9</td>
</tr>
<tr>
<td>ensemble</td>
<td>0.942</td>
<td>0.997</td>
<td>0.969</td>
<td>10</td>
</tr>
<tr>
<td>Wi-Fi</td>
<td>EMD</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Δ RSS</td>
<td>0.876</td>
<td>0.836</td>
<td>0.833</td>
<td>8</td>
</tr>
<tr>
<td>ensemble</td>
<td>0.922</td>
<td>0.984</td>
<td>0.951</td>
<td>9</td>
</tr>
</tbody>
</table>

Figure 8: Error for each combination of every subset of the seven receivers for the conference room (a) and the storage room (b).
6. ACKNOWLEDGMENTS

We would like to thank the anonymous reviewers and our shepherd Dr. Kun Tan for their efforts. This work was partially supported by NSF grants #CNS-0448062 and #CNS-0546072.

7. REFERENCES